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Abstract

We take up the challenge of forecasting out-of-sample monthly returns on stock
market indices. Recent contributions show that a wide range of popular predictors
poorly forecast the US equity premium when the performance is compared to the
average predictor. We revisit these findings focusing on three aspects. First, we
report results for four major stock markets: US, UK, Germany and Japan. We
find similar patterns of forecastability across countries. Second, this paper focuses
on the choice of models and, to a lesser extent, on the choice of predictors. This
reflects the changing focus that can be found in recent years in the literature. We
explore two structural aspects that have attracted attention: structural changes
and theory-induced restrictions. In our samples, models incorporating structural
breaks fare better than standard regressions and outperform the average the aver-
age predictor at longer horizons. Theory-induced restrictions that were proposed in
the literature are shown to be rarely binding and hence the performance is similar
to standard regressions. One key finding is that the restrictions produce meaning-
ful results when they are combined with models of structural breaks. These joint
models actually do add forecasting power, especially at longer horizons. On the
contrary, popular standard models underperform in almost all respects. Finally, we
evaluate the forecasting performance in terms of both the size of the forecasting
error and the quality of sign predictions. One of the key findings of the paper is that
the results look more favorable for forecasting models when it comes to forecasting
the direction of market movements.
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1 Introduction

Forecasting stock market returns has for a long time posed a formidable challenge to
financial practitioners and the academic community. In this paper we consider a se-
lective snapshot of the recent literature and explore the question how far researchers
got with their elusive task. This work is motivated by Goyal and Welch (2006) who
show that a wide range of popular predictors poorly forecast out-of-sample the US
equity premium. One key finding of their paper is that the historical mean of past
equity returns is a benchmark forecast that can hardly be improved upon. This
might come as a surprise at a time when authors including Lettau and Ludvigson
(2001) and Cochrane (1999) conclude that equity returns are predictable.
This paper compares the out-of-sample performance of various forecasting models
and extends the analysis of Goyal and Welch (2006) in three respects. First, we
report results for four major stock markets: US, UK, Germany and Japan. For the
sake of consistency we opt for a common set of variables and a balanced sample
across countries.
Second, this paper focuses on the choice of models and, to a lesser extent, on the
choice of predictors. This reflects the changing focus that can be found in recent
years. A large portion of the literature in the 1980s and 1990s focused on propos-
ing variables that forecast equity premia well. Using univariate linear regressions,
Goyal and Welch (2006) give a systematic account of this line of research. Recently
several papers discussed the structure of the model rather the choice of variables.
In this paper we explore two structural aspect that have attracted attention in the
literature: structural changes and theory-induced restrictions.
Finally, we evaluate the forecasting performance in terms of both the size of the
forecasting error and the quality of sign predictions. Goyal and Welch (2006) find
poor forecasting performance of various regressions while performance is evaluated
in terms of the mean-squared error, a statistic that is based upon the forecasting
error. However, one of the key findings of this paper is that the results look much
more favorable for the forecasting models when it comes to forecasting the direction
of market movements.

The literature on forecasting stock market returns is plentiful. One line of re-
search throughout the 1980s and 1990s considers the forecasting power of various
predictors. Valuation ratios resemble one popular class of predictors. The intuition
behind valuation ratios is that large readings indicate undervaluation of the stock
market which should subsequently lead to higher returns. The earnings-price ratio
and the the payout ratio were examined by various authors1. The dividend-price
ratio is probably the most popular predictor in the literature2. Another valuation
ratio that attracted attention in the literature is the book-to-market ratio. The
contributions include Kothari and Shanken (1998) and Pontiff and Shall (1998).
On various occasions, variations of the valuation ratios appear in the literature. In
order to smooth out short-run variations in corporate earnings, Campbell and his

1cf. Campbell and Shiller (1988b), Campbell and Shiller (1998) and Lamont (1998).
2See e.g. Rozeff (1984), Campbell (1987), Campbell and Shiller (1988b), Campbell and

Shiller (1988a), Fama and French (1988), Hodrick (1992), Campbell and Viceira (2002),
Campbell and Yogo (2003), Lewellen (2004) and Menzly et al. (2004).
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coauthors propose in a series of papers3 the smoothed earnings-price ratio, defined
as the ratio of a 10-year moving average of real earnings to current real prices. The
most recent paper moreover derives growth-adjusted variants of the dividend-price,
earnings-price and book-to-market ratio from accounting relationships.
At the same time, interest rates represent another popular category on the menu of
predictors. Short-term interest rates were examined e.g. by Campbell (1987) and
Hodrick (1992). The term spread and the default spread are popular regressors in
forecasting regressions4.
Macroeconomic variables constitute a third important group of predictors. The
growth rate of industrial production was studied by Ferson and Harvey (1993) and
Pesaran and Timmermann (1995). Inflation represents one of the most popular
macroeconomic variables in this line of research5. More recently, Lettau and Lud-
vigson (2001) propose a proxy for the consumption-wealth ratio which was found
to be a good predictor of quarterly returns.
Obviously, the mentioned interest rates and macroeconomic variables describe the
business cycle. One natural question that emerges is why these variables should
exhibit predictability at all. Currently, this question is an active field of research,
however, it is not subject of this paper. In what follows we focus on empirical results
instead. For our purposes the comment by Pesaran and Timmermann (2000) should
give sufficient intuition: ”Financial theory only provides very limited guidance for
which state variables should have predictive power over stock returns. Finance
theory does, however, suggest that in markets with risk averse agents stock returns
would vary with the state of the business cycle... Taken together, these statements
suggest that a plausible analysis of investors’ predictions of stock returns in ’real
time’ should be based on business cycle variables” (page 160).
Most of the aforementioned papers apply forecasting regressions on an aggregate
measure of the US stock market. Given the large body of research on the US mar-
ket, it might be surprising that relatively few papers investigate the predictability
in international markets6. One of the contributions of this paper is that it gives
an systematic account of predictability at an international scale. Finally, lagged
returned are included in various forecasting studies7.
The present paper considers several of the above variables. Reporting results for
all combinations of predictors and countries is beyond the scope of this paper. In
order to reduce the amount of output in a meaningful way, we chose in a first stage
a set of predictors based upon information criteria which are computed for an in-
sample period. In the second stage the forecasting exercise is done applying the
pre-selected variables on the out-of-sample period. This procedure addresses the
selection bias which arises from reporting the best ex-post performances. Hence
this paper extends the analysis of Goyal and Welch (2006) in terms of both the

3cf. Campbell and Shiller (1988b), Campbell and Shiller (1998) and Campbell and
Thompson (2007).

4cf. Avramov (2002), Campbell (1987), Fama and French (1989), Ferson and Harvey
(1993) and Keim and Steimbaugh (1986).

5Inflation was included in the studies by Campbell and Vuolteenaho (2004), Fama
(1981), Fama and Schwert (1977), Ferson and Harvey (1993), Lintner (1975) and Pesaran
and Timmermann (1995).

6Notable exception are Bossaerts and Hillion (1999), Ferson and Harvey (1993), Hjal-
marsson (2005) and Solnik (1993).

7cf. Bossaerts and Hillion (1999), Campbell (1987) and Ferson and Harvey (1993).
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number of underlying predictors and the number of countries.

A second, more recent, line of research focuses on various structural aspects of
forecasting regressions. First, the fact that we chose the predictors sets this paper
apart from most of the above mentioned papers. Various authors8 promote the use
of statistical information criteria as a mean of guarding against model overfitting
and data snooping that is common in forecasting exercises. The underlying prob-
lem is that the researcher faces uncertainty regarding the data-generating process.
Second, other important aspects are the two interrelated questions which sample
should be used for the regressions and how to deal with structural breaks. In a
series of papers9, Pesaran and Timmermann illustrate that model instability is a
serious issue in forecasting exercises and propose various methods to deal with this
issue. Our analysis follows, to a large extent, Pesaran and Timmermann (2002).
Third, we investigate the merits of three out-of-the-box forecasting procedures: the
Box-Jenkins approach, the vector autoregression (VAR) and the Bayesian VAR
(BVAR). VARs are frequently used as data-generating processes in financial appli-
cations10. Moreover, Han (2007) show that VARs perform better in a forecasting
contest than more complex models. Since VARs tend to overfit the data, which
commonly translates into poor forecasting performance, Doan et al. (1984) propose
a specification of a BVAR which reduces the problem. Thereafter their approach
became a standard approach in the forecasting literature.
Fourth, we investigate the forecasting performance of the approach by Campbell
and Thompson (2007). The authors impose weak restrictions on the coefficients
and forecasts which can be motivated by economic theory and find significant im-
provements when forecasting US stock market returns.
Finally, in the presence of an international dataset the question emerges whether
pooling of information across countries is a successful strategy.

Section 2 describes in detail the various model specifications. Section 3 reports
the results of the forecasting exercise. Section 4 concludes.

2 Model Specifications

This paper studies the effects from various econometric specifications on the fore-
casting performance. The dependent variables are excess returns on stock market
indices for the US, UK, Germany and Japan which are measured in terms of the
local currency. According to Solnik (1993), local excess returns can be interpreted
as national risk premia which approximate the currency-hedged risk premium of
any investor, irrespective of his local currency.
The models are grouped in following four categories and presented in turn: uni-
variate and multivariate models, models dealing with structural breaks and models
using theory-induced sign restrictions on the coefficients values. For the sake of

8cf. Bossaerts and Hillion (1999), Pesaran and Timmermann (1995) and Pesaran and
Timmermann (2000).

9cf. Pesaran and Timmermann (2002), Pesaran and Timmermann (2004), Pesaran
et al. (2006) and Pesaran and Timmermann (2007).

10Examples include Barberis (2000), Campbell and Viceira (1999), Campbell et al.
(2003) and Kandel and Stambaugh (1996).
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exposition, we can think of the various models as specifications and generalizations
of the simple regression equation:

rc,t+h = β′

cxc,t + εc,t+1. (1)

We forecast the dependent variable rc,t+h, the h-period-ahead equity premium of
the stock market in the country denoted by c. Results are presented for forecasting
horizons (h) of one month and one year. Throughout the paper we adhere to the rule
that we only use information that are available in the present period. This applies
to the regressors xc,t, the parameters of the regression and the computation of the
benchmark model, the long-term average equity returns. The regression equation
is quite general in the sense that the vector xc,t may include e.g. regressors, a
constant term or past values.

2.1 Univariate Models

We consider two univariate specifications: autoregressive (AR) and autoregressive
integrated moving average (ARIMA) models. The former specification requires to
select the lag length of the autoregressive term. In addition, the ARIMA approach
requires to chose the order of integration and a lag length for the moving average
component. Following Canova (2002), we chose in both cases the lag lengths on the
grounds of three criteria: Akaike (AIC), Schwarz (SIC), and Hannan and Quinn
(HQ) information criteria. An increase of both lag lengths comes along with addi-
tional explanatory power and a loss of degrees of freedoms. All three criteria trade
off both effects. We chose the specification which is proposed by the majority of
the methods. The degree of integration is determined by various unit root tests.
The tests confirm in our data set the common knowledge that return series are
stationary. It is noteworthy that the ARIMA approach nests AR models. Hence it
is possible that both the AR and ARIMA approach lead to identical specifications
and hence to the same forecasting performance.

2.2 Multivariate Models and Choice of Predictors

Univariate models only use information inherent in the history of the series, whereas
multivariate approaches allow for the inclusion of additional variables. In fact, most
articles mentioned in the introduction are single-equation models which include ad-
ditional regressors in the vector xc,t of equation (1). Apart from single-equation
regressions, our analysis considers two another types of multivariate models: vec-
tor autoregressions (VAR) and Bayesian VARs (BVAR). VARs assume a data-
generating process where all variables are regarded endogenous. Each variable can
be written as a linear function of its own lagged values and the lags of the other
variables. In vector notation this reads

yc,t+1 = BYt + ǫt+1 (2)

where yc,t+1 gathers the stock return (rc,t+1) and the other endogenous variables
of country c and Yt ≡ [yc,t...yc,t−p+1] captures the p lags of yc,t+1. The specifi-
cation of a VAR requires to determine the vector of endogenous variables as well
as the lag length. In our empirical exercise, the lag length is selected using the
three aforementioned information criteria. The estimation of a VAR is aimed at
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finding the true values of the coefficient matrix B. Following its Bayesian philos-
ophy, BVARs are concerned with how information in the sample data modify the
researcher’s a priori beliefs about the coefficient matrix B. In our context, prior
beliefs are spelled in terms of a joint normal distribution of the coefficients, where
the coefficients of the matrix B are stacked into a vector using the vec operator,
i.e. vec(B) ∼ N(vec(B0), Σ0). The question remains how the prior, consisting of
vec(B0) and Σ0, should be specified. Doan et al. (1984) propose a general spec-
ification for the prior which is known for its good forecasting performance. Each
equation of the BVAR is assumed to follow a random walk. Therefore the BVAR
with this prior is said to shrink the parameters towards a random-walk specifica-
tion which mitigates the problem of data overfitting. The covariance matrix Σ0

determines how much the data may influence each coefficient. One achievement of
Doan et al. (1984) is to propose a parametrization for Σ0 which reduces the possibly
large covariance matrix to three structural parameters. The first parameter called
overall tightness leverages the overall influence of the data versus the prior. In a
similar fashion, two more parameters determine, in each equation, the tightness of
the lags of the endogenous and the remaining variables. We follow Doan (2004) and
Canova (2007) in using a set of values for the three parameters11, which is known
to have worked well in various examples, and choosing a white noise rather than a
random specification for the stock returns.
The choice of regressors is one crucial step of the specification procedure. For the
initial in-sample period from January 1970 to December 1989 and for all combi-
nations of the regressors, the same three statistical model selection criteria are
computed as in the case of the univariate models. The measures determine the
model specification that is employed throughout the recursive forecasting exercise.
In other words, the estimated coefficients change over time whereas the model spec-
ification does not. This approach to selecting predictors is similar to Bossaerts and
Hillion (1999) with three notable exceptions. First, rather than using a wider range
of 7 criteria the same three information criteria are employed as in the case of the
univariate models for the sake of consistency and parsimony. Second, the final
model specification is chosen to be the one which is indicated by the majority of
the three information criteria. Bossaerts and Hillion (1999) report results for each
criterion separately which is beyond the scope of this paper. Finally, rather than
allowing any number of regressors our procedure includes exactly two regressors in
the single-equation regressions. We hereby follow Canova (2002) who argues that
this restriction avoids excessive data mining and large specifications. In order to
assess the impact of various types of models, the same set of variables and the
same lag length are chosen for both the VAR and the BVAR. By adding the two
regressors to the return series, we end up with a three-variables VAR and BVAR.
For each country the list of candidate predictors comprises 10 domestic variables:
earnings yield, dividend yield, price-to-book ratio, price-to-cash-flow ratio, short-
term and long-term interest rates, term spread, inflation rate, growth rate of the
real industrial production and lagged return over the past 12 months. Applying
the aforementioned procedure, we select in the case of the short US sample the
long-term interest rate and the price-to-book ratio as regressors and furthermore
for the VAR model a lag length of 2. Corresponding choices are made for the data
of the UK (price-to-book ratio, inflation and 2), Germany (price-to-cash-flow ratio,

11The overall tightness is 0.2, the relative tightness of the endogenous variables is 0.5,
the relative tightness of the exogenous variables is 105.
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inflation and 1) and Japan (price-to-book ratio, long yield and 1). Two points are
noteworthy. The automated selection procedure chooses in all cases a valuation
ratio and a macroeconomic variable. Moreover, popular valuation ratios like the
dividend and earnings yields are discarded in favor of price-to-book and price-to-
cash-flow ratio. In the case of the long US sample, not all candidate predictors
are available. We a priori opt for including three regressors: the dividend yield, a
short-term interest rate and the default premium. The same set of variables is used
by Pesaran and Timmermann (2002), hence results should be fairly comparable.
The present paper is not an analysis how different strategies for selecting predictors
influence the forecasting performance. Our reading of the literature is that variable
choice is clearly important, yet currently there is no superior procedure. Hence this
paper rather focuses on other aspects of the model specification that were found to
have the potential to improve the forecasting accuracy significantly. The implicit
working assumption is that the above selection procedure leads to a reasonable
variable choice that is hardly driven by the hindsight of the researcher.

2.3 Structural Breaks

In recursive forecasting exercises, it is common to use the longest available history
of data. This amounts to the assumption that the data-generating process is inher-
ently stable and hence, by reasons of efficiency, an expanding data window should
be used. In the presence of structural breaks an expanding estimation window
might no longer be optimal. Along the lines of Pesaran and Timmermann (2002),
we examine four specifications to study the effects of structural breaks. The first
estimation model uses the standard approach of an expanding estimation window
where the starting date is fixed and new observations are recursively added as they
occur. In the second approach, the fixed starting date is abandoned in favor of a
rolling estimation window using a window size of 60 months. Pesaran and Timmer-
mann (2002) propose a two-stage procedure which deals with the issue of structural
breaks occurring in single-equation forecasting regressions. In short, in each period
of the recursive procedure, the most recent breakpoint is dated and, subsequently,
the forecasting regression is re-estimated using only post-break observations. In
the first stage, the identification of the most recent structural break is done by em-
ploying the reversed ordered cusum squared (ROC) procedure suggested by Brown
et al. (1975). The approach makes use of vectors of the τ most recent observations,
where the data points are reversed in time. Dropping the country subscripts, the
definitions read

rT,τ = (rT , rT−1..., rT−τ+1)
′ , xT,τ = (xT , xT−1..., xT−τ+1)

′ . (3)

The recursive estimation of the regression equation gives rise to the backward re-
cursive least squares estimates

β̂T,τ =
(

xT,τ ′xT,τ
)−1

xT,τ ′rT,τ τ = T, T − 1...1. (4)

The authors recommend a minimum length for the estimation window of around
two or three times the dimension of β. As part of the procedure the residuals are
reversed in time and standardized:

v̂τ =
(

rT,τ
− β̂T,τxτ

)

/dτ τ = T, T − 1...1 (5)

7



where
dτ = 1 + x′

τ

(

xT,τ ′xT,τ
)−1

xτ τ = T, T − 1...1. (6)

The identification of the most recent breakpoint is done by applying the cusum
squared test, starting with the shortest estimation window. For each sample, the
occurrence of a structural break is tested by using the reversed cusum squared test
statistic

Cτ,T =
τ

∑

j=p+1

v̂2
j /

T
∑

j=p+1

v̂2
j . (7)

Edgerton and Wells (1994) provide the critical values. In the two-stage procedure of
Pesaran and Timmermann (2002) only the most recent structural break is consid-
ered and the corresponding post-break observations are included in the forecasting
regression.
The fourth specification deals with structural breaks by modeling time-varying co-
efficients (TVC). The variant of the TVC model, which is employed throughout
this paper, falls into the class of dynamic linear model as described in Harrison and
West (1997). The model can be thought of as a generalization of equation (1). The
only novelty is that the coefficient vector βt varies over time and is assumed to be
follow a random walk. This reads (dropping again country sub-indices):

rt+h = β′

txt + εt+1, εt+1 ∼ N(0, V ), (8)

βt = βt−1 + wt, wt ∼ N(0, ωI). (9)

The tightness of the coefficients is governed by the parameter ω and V is the variance
of the residuals of εt+1. At each step of the recursive forecasting exercise a Kalman
filter is run to obtain the corresponding history of beta. During the estimation of
the filter, V is chosen to maximize the likelihood whereas ω is kept tight a priori in
order to ensure the stability of the estimation.

2.4 Theory-Induced Restrictions

Campbell and Thompson (2007) propose a simple approach to forecasting stock
market returns that is found to exhibit higher forecasting accuracy than the his-
torical mean. The authors propose two types of restrictions, on the sign of the
estimated coefficients and on the sign of the regression forecast.
First, the sign restriction is motivated by the econometric problem that, in small
samples, coefficients are estimated with low degree of precision. It is intuitive that
the combination of a small sample size and turbulent economic periods might lead
to estimated coefficients, whose sign deviate from the true sign. Campbell and
Thompson (2007) apply a simple rule to implement their sign restriction. In each
period of the forecasting exercise the researcher needs to check whether the esti-
mated signs coincide with the a priori expectations regarding the true signs. If
this is the case then the regression forecast is employed, otherwise the historical
mean is used as the predictor12. In other words, the comparison of estimated versus
expected coefficient signs provides an indication whether the regression forecast is

12This rule is inferred from the footnote of table 1 in the paper of Campbell and Thomp-
son (2007) and the code that was made available on the website of John Campbell. Un-
fortunately, in section 1.1 of the article the authors offer a different description of their
procedure. At this point they claim that the coefficient is set to zero whenever it exhibits
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reliable.
Clearly, the entire approaches hinges on how expectations regarding the signs are
generated and indeed this is probably the weakest step of the procedure. One ap-
proach, which is advanced by the authors, is to estimate the regressions over the
whole sample and employ the signs of the full-sample coefficients as priors for the
sign restrictions. In our dataset, the full-sample estimates have a negative sign in
the case of the price-to-book ratio, price-to-cash-flow ratio, the short-term interest
rate, the long-term yield and the inflation. A positive sign is found for the divi-
dend yield. The default premium is an exception in the sense that the sign of the
1-month regression turns out to be negative whereas positive in the case of the
12-months regression. Although the use of the signs of the full-sample regression
is consistent with the above motivation for introducing sign restrictions it has the
drawback that there is no rule to determine whether the long sample is sufficiently
long to give reliable information about the true sign. In our analysis this might
be an issue as the international dataset covers a period of 35 years compared to
the sample of Campbell and Thompson (2007) which includes up to 133 years of
data. The lack of data might resolve the puzzle why the 1-month regression leads
to a different sign restriction for the default premium than the 12-month regression.
The use of full-sample coefficient signs thwarts the intention of this paper to strictly
using in-sample information throughout the forecasting exercise. Alternatively, if
the researcher assumes that the same transmission mechanism is at work across
various countries then the in-sample estimates across several countries might be
an alternatively prior for the sign restriction. In this approach, the dataset is en-
larged by including more countries rather than out-of-sample observations. Ferson
and Harvey (1993) and Solnik (1993) run regressions for various countries based on
data covering the approximately our initial in-sample period and largely confirm
the aforementioned sign restrictions, which are also used in the forecasting exercise
of section 3.
The second restriction refers to the actual forecast and simply rules out negative
forecasts. Whenever the regression predicts a negative return it is replaced by a
forecast of zero return. If the researcher thinks of the regression model as a factor
models where the factors are proxies for additional risks then the investor should
be rewarded by taking on additional risks. This logic does not allow for negative
risk premia.
Along the lines of Campbell and Thompson (2007), we apply the restrictions to an
expanding estimation window. Furthermore the analysis is extended to two model
specifications that exhibit structural breaks: the rolling estimation window and the
reversed ordered cusum squared procedure. If the proposed sign restrictions turn
out to work especially well in small samples, as argued by the authors, then it
might also add forecasting power to the models exhibiting structural breaks since,
effectively, the reduction of the estimation sample is at the heart of those models.

the wrong sign. In our analysis we stick to the version including the mean forecast be-
cause it is seems plausible to assume that one unreliable coefficient sign casts doubts on
the reliability of the entire regression. We further derive the exact sign restriction from
Campbell’s code and data.

9



3 Forecasting Results

The various models, which are presented in section 2, are employed in to order
to forecast out-of-sample the equity premia in the US, UK, Germany and Japan.
For these four countries, the analysis draws upon a monthly dataset covering the
period January 1970 through December 2005. In addition, a longer sample of US
data starting in January 1950 is used. In the case of both sample periods, an initial
in-sample period of 20 years is chosen. Hence out-of-sample results are available
from January 1990 and January 1970, respectively. This section reports statistics
for forecasting horizons of 1 and 12 months. In the case of multivariate models the
predictor variables are chosen according to the details in section 2.2.

3.1 Forecasting Statistics

The out-of-sample forecast accuracy is assessed in terms of four forecasting statis-
tics. All four measures have in common that they are based upon the forecasting
error for some forecasting horizon h, which is defined as the difference of the actual
return minus the value predicted by some model M (eM

t+h,t = rt+h − rM
t+h,t). The

first statistic measures to what extend the various forecasting models anticipate
future returns in comparison to some naive forecasting model. The statistic can be
expressed in terms of the root mean squared error (RMSE) which is defined as

RMSEM
h =

√

√

√

√

1

T

T
∑

t=t0

(

eM
t+h,t

)2

. (10)

In the recursive forecasting exercise, t0 represents the end of the first estimation
sample and T the end of the last estimation sample13. In order to assess the relative
performance of some model M in relation to some naive benchmark model BM, the
first statistic is defined as the ratio of the corresponding RMSE values

RatioM
h =

RMSEM
h

RMSEBM
h

. (11)

Values of this ratio below 1 indicate that the forecasting model performs better
than the benchmark model in terms of the RMSE. When a random walk is used
as the benchmark model, the ratio corresponds to the popular Theil U statistic
as promoted in Theil (1961). In the case of stock returns, however, the average
seems to be a more appropriate benchmark than the random walk model. Goyal
and Welch (2006) show that the historical mean of equity returns is a benchmark
forecast that can hardly be improved upon. Hence throughout the paper the mean
is used as the benchmark model because it is successful yet naive14.
Although the above ratio relates the RMSE of two models to each other, it does
not constitute a test as such. To overcome this shortcoming, Diebold and Mariano
(1995) propose a test of the null hypothesis of no difference in the accuracy of

13For instance, when using a forecasting horizon of 1 month and the short sample, t0

refers to December 1989 and T to November 2005.
14In contrast to Campbell and Thompson (2007), the mean is not based on the full

sample but re-estimated every period using the available history. The motivation is that
the benchmark should be available in each period.
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two forecasting models. The test is based on the sample mean loss differential
d̄M = 1

T

∑T

t=t0
dM

t where the difference of the squared errors is defined as dM
t =

(eM
t+h,t)

2
− (eBM

t+h,t)
2. The Diebold-Mariano test statistics (DM) is given by

DMM =
d̄M

√

2πf̂d(0)
T

(12)

where f̂d(0) is the estimate of the spectral density of the loss differential at fre-
quency zero. The estimate is computed by using a Bartlett lag window of the
sample autocovariances with a bandwidth derived from the data as described in
Newey and West (1994). Under the null hypothesis of equal forecast accuracy the
expected loss differential equals zero and the test statistic is asymptotically nor-
mally distributed. Loosely speaking, values of DM below -1.96 indicates that the
model M is significantly more accurate than the benchmark model at a 5 percent
significance level. This stems from the fact that the DM statistic is defined in a
way that negative values indicate a lower mean squared error of the model M. The
values for DM are included in the results as the second forecasting statistic.
The remaining two measures of forecasting accuracy describe the capability of the
model to anticipate the direction of change, irrespective of the size of the return.
This is an interesting question in itself because it can potentially lead to results
different from the first two measures. Christoffersen and Diebold (2006) show that
little predictability of returns by the means of predictors can be consistent with
a significant degree of sign predictability. The third measure is the proportion of
correctly predicted signs. The tables report values for various models which can
be compared to the reference value of the mean predictor. The final forecasting
measure is the predictive failure test statistic of Pesaran and Timmermann (2002).
It intends to capture whether the observed sign predictability is due to chance or
due to predictability. The test uses three indicator variables

Yt+h = 1 if rt+h > 0 and 0 otherwise, (13)

Xt+h = 1 if rM
t+h,t > 0 and 0 otherwise, (14)

Zt+h = 1 if rt+h rM
t+h,t > 0 and 0 otherwise. (15)

Furthermore, let be

P̂X =
1

T

T
∑

t=t0

Xt, (16)

P̂Y =
1

T

T
∑

t=t0

Yt, (17)

P̂ =
1

T

T
∑

t=t0

Zt, (18)

P̂∗ = P̂X P̂Y + (1 − P̂X)(1 − P̂Y ). (19)

Under the null hypothesis that rt+h and rM
t+h,t are independent random variables

the Pesaran-Timmermann statistic (PT) follows asymptotically a random normal
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distribution and is defined by

PT M =
P̂ − P̂∗

[

V̂ (P̂ ) − V̂ (P̂∗)
]

1

2

(20)

where V̂ (P̂ ) and V̂ (P̂∗) denote the variances of P̂ and P̂∗, respectively, and are
given by

V̂ (P̂ ) =
1

T
P̂∗(1 − P̂∗) (21)

V̂ (P̂∗) =
1

T

(

2P̂Y − 1
)2

P̂X

(

1 − P̂X

)

+
1

T

(

2P̂X − 1
)2

P̂Y

(

1 − P̂Y

)

(22)

+
4

T 2
P̂Y P̂X

(

1 − P̂Y

)(

1 − P̂X

)

(23)

Larger values of the PT statistic indicate more sign predictability. Values above
1.96 represent a capability of predicting the sign which is statistically significant at
a 5 percent significance level.

3.2 Results

The four statistics described in section 3.1 are used to assess the out-of-sample
forecasting accuracy of the various models presented in section 2. Figures 1 and 2
visualize (for all countries, horizons and samples) the outcome for four basic model
specifications: AR, ARIMA, VAR and BVAR. To start with the ratio, in almost all
cases the measure exceeds 1 which indicates that the models perform worse than the
mean predictor. The notable exception are the AR and ARIMA models in the case
of the short US sample at the horizon of 12 months. Even in those two cases, the
corresponding DM statistics reveal that the improvements are not statistically sig-
nificant. Vice versa there is no single instance where the DM statistic suggests that
the average predictor is significantly better than the models. These results seem to
suggest that it does not make much difference whether the average or any of the
four basic models is used for forecasting. A related question is whether the average
or the more sophisticated models have any forecasting power at all. The amount
of correctly predicted signs provides one answer to this question. Intuitively, it is
desirable that the sign statistic exceeds 50%. The average predicts between 38.5%
up to 60.4% of the future direction of the returns while the in the majority of
the cases the value remains below the 50% threshold. The picture is somewhat
worse when the sign statistic of the models is considered: in most cases the sign
measure of the basic models do not exceed either 50% nor the corresponding value
of the average. Comparing the measure of the four models does not lead to clear
trends. The ARIMA model does not outperform the AR specification although it
is a generalization of it. Neither does the BVAR model consistently dominate its
non-Bayesian counterpart, the VAR. Overall the basic model specifications do not
exhibit much forecasting accuracy in our samples.
The outcome of the models studying structural breaks is detailed in the figures 3
and 4. The base model is a multivariate single-equation model where the begin-
ning of the estimation sample is fixed. In the context of the recursive forecasting
exercise the resulting estimation window is expanding. The corresponding ratio is
consistently above unit value and the majority of the sign statistics fall short of
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the values given by the average. The results look more favorable in the case of the
three approaches which are modeling structural breaks: regressions using a rolling
window of data, regressions based on the recursive cusum squared procedure (ROC)
and model incorporating time-varying coefficients (TVC). At a forecasting horizon
of 1 month, the ratio does not fall below the threshold value of one. However, the
measures of the sign and PT statistic improve upon the expanding window in all
cases except for Germany where the picture is mixed. At a forecasting horizon of
12 months the results are even better. In almost all cases the ratio statistic drops
below 1 although, according to the DM statistics, the differences are not significant.
In a similar fashion the portion of correctly predicted signs increases considerably
beyond the corresponding values of the estimated averages by modeling structural
breaks. In terms of the PT statistics these gains are mostly significant.
The effects of imposing the sign and forecast restrictions are reported in the figures
3 through 8. The tables show results for the forecast horizons of 1 and 12 months,
respectively. Accuracy measures are computed for a specification when only the
sign or forecasts restriction is imposed as well as when both restriction are jointly
in place. Since the sign and PT statistic are not meaningful in the presence of
forecast restrictions, they are dropped. Furthermore the lower panel of figure 3
feature a statistic which indicates how often the sign restriction is violated. The
readings confirm the hypothesis that specifications which model structural breaks
lead on average to significantly more often to violations than the expanding win-
dow. In terms of forecasting accuracy the imposition of the restrictions leads to
mixed results. In the US the restrictions lead to better results whereas in Japan
the opposite is true. The imposition of both restrictions tend to improve the ratio
and the DM statistics. This should not come as a surprise in the cases when the
ratio is above one because the restrictions tend to replace the unrestricted forecasts
either by forecasts of the benchmark model or zero. But the effect also holds in
cases when the ratio is below one. In order to illustrate the interaction of restric-
tions and structural breaks, figure 6 depicts for the long US sample the forecasts of
various methods (panel A), the size of the ROC estimation window and the peri-
ods when violations of the sign restriction occur (both panel B). The figure shows
that violations of the sign restriction frequently coincide with a drop in the size of
the estimation window of the ROC method. Hence the model indicates that the
identification of recent structural breaks also leads to more unreliable regressions.
Overall, the base models and the regression using an expanding window hardly
improve upon the long-term average and the there is little indication of sign pre-
dictability. This outcome broadly confirms the findings of Goyal and Welch (2006).
Models that incorporate structural breaks fare better in comparison with the av-
erage predictor and in terms of sign predictability. These results are much more
pronounced at the forecasting horizon of one year. Considering the cross-section of
the countries, the relative performance of various models is similar.

4 Conclusions

Goyal and Welch (2006) show that a wide range of popular predictors poorly fore-
cast out-of-sample the US equity premium. One of their key finding is that simple
regression models are hardly capable of achieving a lower root mean squared error
(RMSE) than the mean predictor. We confirm their results using datasets of four
economies: the US, UK, Germany and Japan. This paper, among others, explores
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the question whether alternative model specifications fare better. For various al-
ternative models we find similar poor forecasting performance: AR, ARIMA, VAR
and BVAR models. However, various models incorporating structural breaks are
found to achieve a significantly better accuracy: a rolling estimation window, the
reversed ordered cusum squared procedure proposed by Pesaran and Timmermann
(2002) and time-varying coefficients. The improvements of forecasting accuracy are
more pronounced in terms of sign predictability than in terms of the RMSE. Fur-
thermore, we find more evidence of predictability for a forecasting horizon of one
year in comparison to one month. The relative performance of various models is
similar across countries. The additional imposition of sign and forecast restrictions
lead to better results in the US and worse in Japan. The corresponding outcomes
for the UK and Germany are ambiguous. The use of theory-induced restrictions
without structural breaks frequently leads to outcomes where the restrictions are
hardly binding. Overall, the analysis of this paper suggests that modeling struc-
tural breaks seems to be the single most important feature that leads to better
forecasting performances.
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Figure 1: The upper (lower) panel shows the ratio (Diebold-Mariano statis-
tic) for four models: the autoregressive process (AR), a Box-Jenkins type ap-
proach (ARIMA), a standard vector autoregression (VAR) and its Bayesian variant
(BVAR). The measures are reported for the long sample of the US, denoted by
US(l), as well as for the short sample of the US, UK, Germany (GE) and Japan
(JP). The shaded area refers to a forecasting horizon (h) of 12 months, otherwise a
horizon of one month applies. As a point of reference, the benchmark (BM) for the
Ratio and the DM statistic are chosen to be the values of 1 and -1.96, respectively.
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Figure 2: The upper (lower) panel shows the sign statistic (Pesaran Tim-
merman statistic) for four models: the autoregressive process (AR), a Box-
Jenkins type approach (ARIMA), a standard vector autoregression (VAR)
and its Bayesian variant (BVAR). The measures are reported for the long
sample of the US, denoted by US(l), as well as for the short sample of the
US, UK, Germany (GE) and Japan (JP). The shaded area refers to a fore-
casting horizon (h) of 12 months, otherwise a horizon of one month applies.
The benchmark (BM) for Sign and DM are chosen to be the sign statistic
of the average predictor and 1.96, respectively.
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Figure 3: The upper (lower) panel shows the ratio (Diebold-Mariano statistic) for
four models: regressions with an expanding (expand) and rolling (roll) estimation
window, the reversed ordered cusumsq approach (ROC) and a model with time-
varying coefficients (TVC). The measures are reported for the long sample of the
US, denoted by US(l), as well as for the short sample of the US, UK, Germany (GE)
and Japan (JP). The shaded area refers to a forecasting horizon (h) of 12 months,
otherwise a horizon of one month applies. As a point of reference, the benchmark
(BM) for the Ratio and the DM statistic are chosen to be the values of 1 and -1.96,
respectively.
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Figure 4: The upper (lower) panel shows the sign statistic (Pesaran Timmermann
statistic) for four models: regressions with an expanding (expand) and rolling (roll)
estimation window, the reversed ordered cusumsq approach (ROC) and a model
with time-varying coefficients (TVC). The measures are reported for the long sample
of the US, denoted by US(l), as well as for the short sample of the US, UK, Germany
(GE) and Japan (JP). The shaded area refers to a forecasting horizon (h) of 12
months, otherwise a horizon of one month applies. As a point of reference, the
benchmark (BM) for Sign and DM are chosen to be the sign statistic of the average
predictor and 1.96, respectively.

22



h=1 h=12

US(l) US UK GE JP US(l) US UK GE JP

0.
85

0.
9

0.
95

1
1.

05
1.

1

BM Expand Roll ROC

R
at

io
 (

si
gn

 r
es

tr
ic

tio
n)

underperformance

outperformance

h=1 h=12

US(l) US UK GE JP US(l) US UK GE JP

0
20

40
60

80
10

0

BM Expand Roll ROC

V
io

la
tio

n 
(s

ig
n 

re
st

ric
tio

n)

sign restriction binding

Figure 5: The upper (lower) panel shows the ratio with sign restrictions (percent-
age of binding sign restrictions) for three models: regressions with an expanding
(expand) and rolling (roll) estimation window and the reversed ordered cusumsq
approach (ROC). The measures are reported for the long sample of the US, denoted
by US(l), as well as for the short sample of the US, UK, Germany (GE) and Japan
(JP). The shaded area refers to a forecasting horizon (h) of 12 months, otherwise
a horizon of one month applies. In the case of the sign restriction, a benchmark
(BM) value of one is chosen.
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Panel A: Return forecasts using an expanding window,
 ROC (both with sign restrictions) and the long−term average
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Figure 6: Panel A shows the 1-month ahead forecasts of the US excess
returns for the long sample using an expanding window, ROC (both re-
gressions with sign restrictions) and the long-term average. The size of
estimation window, i.e. the number of observations, which is used by the
ROC method is depicted in Panel B. The shaded area indicates periods
when the sign restriction for the ROC method is binding. The horizontal
axis captures the forecasting period.
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Figure 7: The upper (lower) panel shows the ratio using forecast restrictions (joint
sign and forecast restrictions) in combination with three models: regressions with an
expanding (expand) and rolling (roll) estimation window and the reversed ordered
cusumsq approach (ROC). The measures are reported for the long sample of the
US, denoted by US(l), as well as for the short sample of the US, UK, Germany
(GE) and Japan (JP). The shaded area refers to a forecasting horizon (h) of 12
months, otherwise a horizon of one month applies. As a point of reference, a value
of one is chosen.
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Figure 8: The figure shows the sign statistic using sign restrictions in combination
with three models: regressions with an expanding (expand) and rolling (roll) esti-
mation window and the reversed ordered cusumsq approach (ROC). The measures
are reported for the long sample of the US, denoted by US(l), as well as for the short
sample of the US, UK, Germany (GE) and Japan (JP). The shaded area refers to a
forecasting horizon (h) of 12 months, otherwise a horizon of one month applies. As
a point of reference, the corresponding values of the average predictors are chosen.
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